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Mathematics is everywhere, represented by equations. Between the 
atmosphere and the wing of a spaceship, in the blood flowing in an artery, 
on the demarcation line between ice and water at the poles, in the motion 
of the tides, in the charge density of a semiconductor, in the compression 
algorithms of a signal sending images from outer space. The equations 
represent real problems. The Mathematical Engineer can see and 
understand the nature of these equations, and can develop models in 
order to understand their relevant qualities and solve real problems.
This PhD program aims at training young researchers by providing them 
with a strong mathematical background and with ability to apply their 
knowledge to the solution of real-world problems that arise in various 
areas of science, technology, industry, finance, management, whenever 
advanced methods are required in analysis, design, planning, decision 
and control activities. PhD students carry out their research both in the 
development of new mathematical methods and in the implementation 
and improvement of advanced techniques in connection with specific 
contexts and applications.
The Faculty of the PhD program is responsible for the organization of 
the training and research activities of the PhD students. Decisions of 
the Faculty comply with the requirements and standards of the Doctoral 
School of the Politecnico di Milano. A Chairman is elected within the 
Faculty, for representative and coordination activities. Admission 
of students to the PhD program is decided after examination of the 
candidates. Students applying to our program must provide their CV, 
along with reference and motivation letters. After admission, each 
student is assigned a tutor. The tutor is a member of the Faculty who 
assists the student in the early stages of his career, especially in the 
choice of the courses and in identifying a thesis advisor.

The PhD program has a duration of three years. Activities include: soft 
skills courses; specialized courses; research training, including seminars, 
tutoring activity, participation to workshops/conferences, and scientific 
publications; development of a doctoral thesis.
At the end of each academic year, the PhD students report to the Faculty 
about their activity. The students report about attendance of courses and 
exams (and the corresponding grades), participation in various scientific 

PHD COURSE IN MATHEMATICAL 
MODELS AND METHODS IN 
ENGINEERING

activities (seminars, conferences, summer schools etc.), planning and 
intermediate results on their research project and preparation of the PhD 
thesis, and any other relevant activity. At the annual meeting the students 
also receive a grade by the Faculty. A negative grade may entail repetition 
of the current year of doctoral study (with suspension of the grant, if any) 
or exclusion from the PhD program, depending on the Faculty’s decision. 
Mobility of PhD students to other institutions is strongly encouraged and 
financial support is provided to this purpose.

Among others, let us mention some typical types of professional skills 
and possible occupations of the graduated Doctors: analytic and 
numerical treatment of differential models for physical and industrial 
problems, quantitative methods in finance and risk management, 
operations research and optimisation, statistical modelling and data 
analysis.
Placement of graduated Doctors is expected in the following positions: 
research and development divisions of businesses, businesses involved 
in innovative design activities, financial institutions such as banks or 
insurance companies, public or private research centres, public and/or 
governmental agencies for social, economical, scientific study, planning 
or evaluation, Universities.
Since the PhD program in Mathematical Models and Methods in 
Engineering (formerly, Mathematical Engineering) has been active 
since the year 2001, we expect that a larger number of institutions and 
businesses will soon become more and more aware of the professional 
skills and expertise of graduated doctors.
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In recent years, the increasing 
availability of large and complex 
data has posed new challenges 
and opportunities for statistics. 
Modern data are often richer, 
more granular, and more easily 
accessible than in the past, 
but at the same time they are 
typically characterized by 
high dimensionality, strong 
dependencies, and various forms 
of noise. This growing complexity 
requires statistical methods that 
are not only flexible and powerful, 
but also robust and reliable, to 
ensure trustworthy inference 
and prediction in practical 
applications.

Ground displacement data 
provide a paradigmatic example 
of this broader phenomenon. 
On the one hand, they are of 
immediate societal importance, 
as they support the monitoring 
and forecasting of natural hazards 
such as earthquakes, volcanic 
activity, landslides, and land 
subsidence. On the other hand, 
they present a combination 
of challenges that tend to 
invalidate or undermine the 
robustness of state-of-the-art 
statistical methodologies. Ground 
displacement data considered 
in the thesis primarily consist 
of two types: seismological 
data and remote sensing data. 
Despite their differences, these 

NONPARAMETRIC STATISTICAL METHODS UNDER NOISE 
AND HIGH DIMENSIONALITY FOR MONITORING AND 
FORECASTING NATURAL HAZARDS

two data sources share three 
fundamental characteristics: 
high dimensionality, as they are 
collected over dense grids or 
across multiple frequencies; an 
inherent continuous nature, since 
they represent smooth physical 
processes varying continuously 
over their domain of definition; 
and they are corrupted by noise, 
broadly interpreted to include 
random measurement errors, 
high uncertainty, and partial 
observation.

The high dimensionality and 
inherent continuous nature of 
the data naturally point to the 
two methodological axes of the 
thesis, namely functional data 
analysis and conformal prediction. 
The continuity underlying the 
data motivates a functional 
representation: viewing the data 
as smooth functions rather than 
high-dimensional vectors is not 
only a technical device to reduce 
dimensionality, but also a way 
of aligning statistical modeling 
with the scientific nature of the 
phenomenon. Functional data 
analysis provides the framework 
for this perspective.
Conformal prediction, in turn, 
embodies the complementary 
philosophy that inference should 
remain valid without restrictive 
distributional assumptions. 
By delivering distribution-free 

coverage guarantees, it offers 
a principled way to quantify 
uncertainty in complex, high-
dimensional settings where the 
true data-generating process is 
unknown. In the thesis, conformal 
prediction is intended not only 
as a predictive tool, but also 
as a paradigm for trustworthy 
statistical monitoring.
In both frameworks, however, 
the presence of noise poses 
fundamental challenges. Partial 
observation and label noise 
require the development of novel 
methodologies able to preserve 
robustness and informativeness, 
which represent the central 
contributions of the thesis.

The problem addressed in the 
thesis is the development of 
nonparametric methods for 
high-dimensional, noisy data, 
motivated by applications to 
natural hazard monitoring. The 
data that we aim to describe, 
analyze, and model, as well as the 
problems we aim to solve, present 
a layer of complexity that is not 
yet fully addressed by existing 
methodologies.

On the side of functional data 
analysis, none of the several 
existing methods proposed for 
partially observed functional data 
explicitly targets regression with 
partially observed responses. 

Teresa Bortolotti - Supervisor: Alessandra Menafoglio
Co-Supervisors: Simone Vantini, Francesco Casu

This limitation is particularly 
relevant for seismic ground 
motion models, where the goal is 
to predict intensity measures of 
ground motion and the response 
spectra are only partially 
observed.
Moreover, the existing literature 
mostly focuses on partial 
observation occurring at 
random locations, while little 
attention has been given to 
systematic missingness over 
large subdomains. The latter 
setting is highly relevant for 
interferometric radar data: 
when coherence is lost in a 
certain pixel, the corresponding 
information is missing across all 
replicates, leading to large and 
structured gaps in the data. In 
such fragmented regimes, even 
the estimation of basic quantities 
such as covariance operators 
becomes challenging.

On the side of conformal 
prediction, current work 
has mainly concentrated on 
nonparametric inference for 
functional or high-dimensional 
data, but little has been done 
to convert these methods into 
interpretable and reliable tools 
for anomaly detection in real-
world settings. Furthermore, 
while standard conformal 
methods guarantee coverage 
under clean training data, they 
are known to produce overly 
conservative prediction sets in 
the presence of noise or label 
contamination. While adaptive 
calibration algorithms have 
been proposed to recover 
tight coverage guarantees for 
classification problems with noisy 
labels, no existing work extends 

such adaptive strategies to 
regression problems. Additionally, 
current methods for conformal 
classification with noisy labels fail 
to retrieve informative prediction 
sets in applications with strong 
class imbalance or many labels. 
Developing methods that achieve 
informative prediction intervals 
under noisy conditions therefore 
remains an open challenge.

The thesis makes contributions 
along three main directions, 
corresponding to its three 
parts. Part I focuses on some 
open problems arising in the 
analysis of partially observed 
functional data, tackling 
specifically regression with 
partially observed responses, 
where partial observation 
occurs randomly (Chapter 
1) and functional data with 
systematic missingness (Chapter 
2). Part II focuses on the open 
issues concerning informative 
conformal inference in presence 
of functional (Chapter 3) and 
noisy data (Chapters 4 and 5). 
Part III tackles the problem of 
modeling the spatial distribution 
of shallow landslide detachment 
points leveraging landslide 
inventories and geophysical 
characteristics of the areas of 
interest. While distinct in the 
methodological framework, 
Part III shares with Parts I and II 
the aim of inferring informative 
latent structures from high-
dimensional geophysical data. In 
this setting, the latent object is 
the intensity surface of a spatial 
Poisson point process, which we 
estimate and interpret through 
functional semiparametric 
methods.
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The numerical simulation of 
complex parameterized physical 
systems through high-fidelity 
solvers generally requires 
excessive computational 
resources, thereby preventing 
their usage in many-query 
applications, which necessitate 
the repeated solution of the 
numerical problem at hand 
varying the underlying physical 
parameters, or time-sensitive 
scenarios, to support critical 
decision making. 
Deep learning-based reduced 
order models (DL-ROMs) 
aim to learn a compressed 
representation of parameterized 
physical systems from a 
tentatively small number of 
simulation data to enable the 
design of efficient surrogate 
models, thus providing 
computationally cheaper 
alternatives to high-fidelity 
solvers. The expressive power of 
their neural network core, their 
non-intrusive nature, and their 
efficiency are the key features 
behind the success of DL-ROMs 
in many scientific computing 
applications, including, among 
others, computational fluid 
dynamics and mathematical 
biology. 
In this Thesis, I put forth several 
advances within the context of 
DL-ROMs. First, I strive to widen 
and enhance the theoretical 

BRIDGING REDUCED ORDER MODELING AND OPERATOR 
LEARNING FOR PARAMETERIZED PHYSICAL SYSTEMS

framework underpinning certain 
DL-ROMs and their dimensionality 
reduction core, and to provide 
suitable error estimates. Despite 
its theoretical nature, this 
line of research is of practical 
relevance to end users as it can 
be employed to systematically 
tune the design hyperparameters 
when deploying DL-ROMs in 
relevant applications.
Then, this Thesis challenges 
the main limitations of the 
original DL-ROMs’ formulation 
and design. Specifically, I take 
on the setbacks brought by 
extreme data scarcity, which 
entails scenarios where the 
amount of available labeled data 
is excessively exiguous, thereby 
resulting in severe drawbacks in 
the predictive uncertainty and 
the generalization capabilities 
of the trained surrogate models. 
To cope with such drawbacks, 

I integrate DL-ROMs with 
operator learning models 
(DeepONets) and endow them 
with physics-informed objectives 
and constraints, maintaining 
a particular focus on the 
computational efficiency of the 
proposed training algorithm.
Furthermore, leveraging again 
the symbiosis of reduced order 
modeling and operator learning, I 
broaden the range of applications 
of DL-ROMs to efficiently tackle 
problems featuring geometrical 
variability and parameterized 
domains. To this end, I develop 
Continuous Geometry-Aware 
DL-ROMs (CGA-DL-ROMs), by 
extending the original discrete 
formulation of DL-ROMs to a 
more flexible space-continuous 
setting, and by crafting a strong 
inductive bias to enhance their 
expressivity. 
Finally, aiming to further 

Simone Brivio - Supervisor: Andrea Manzoni
Co-Supervisor: Luca Formaggia

Fig. 1 - Predictive accuracy of CGA-DL-ROMs when simulating an unsteady Navier-Stokes flow around a 
parameterized obstacle, for two different test configurations. The absolute error is clamped to 1/3 of the 
maximum value to allow for better visualization.

enhance the versatility of the 
DL-ROMs’ formulation, this 
Thesis explores modern deep 
learning architectures based on 
attention mechanisms. In doing 
so, I study their representation 
capacity, with a special emphasis 
on the role of their main design 
hyperparameters.
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Polymer mixing processes 
are widely spread industrial 
technologies aimed at 
obtaining desired chemical 
and physical characteristics 
of the final polymeric product 
for applications ranging from 
automotive components to 
medical devices. These processes 
occur within complex machinery 
equipped with one or more 
rotating screws, classified either 
as continuous mixing devices, 
such as Single Screw Extruders 
(SSE) and Twin Screw Extruders 
(TSE), or batch mixing devices, 
such as internal Banbury mixers. 
The mechanical energy generated 
by the rotating components is 
converted into heat via viscous 
dissipation, driving the convective 
and diffusive transport necessary 
for a homogeneous final product. 
The quality of the resulting 
polymeric compound depends 
on the efficiency level of the 
distributive and the dispersive 
actions operated during the 
process, aiming at homogenizing 
the several additives within 
the polymer melt. If the mixing 
process is poor it may lead to 
inhomogeneities and structural 
defects.
Computational Fluid Dynamics 
(CFD) has become a vital tool 
for the design and optimization 
of these processes, providing 
a detailed reconstruction of 

NUMERICAL SIMULATION OF FREE-SURFACE FLOWS IN 
INDUSTRIAL MIXING PROCESSES

three-dimensional velocity, 
pressure, and temperature fields, 
that are impossible to measure 
experimentally.
However, modelling and 
simulation of the fluid dynamics 
inside mixing devices present 
several numerical challenges. 
Polymer melts exhibit complex 
non-Newtonian rheology, 
characterized by shear-thinning 
behavior and high average 
viscosity. Furthermore, industrial 
mixing machines are often 
partially filled, creating a multi-
phase system where the viscous 
polymer melt interacts with air. 
Capturing the dynamic evolution 
of the free-surface requires 
robust interface-tracking 
algorithms. Additionally, the 
intricate and moving geometries 
of extruder screws necessitate 
advanced meshing strategies to 
resolve narrow gaps and high-
gradient regions.
This PhD thesis addresses such 
challenges by constructing an 
advanced numerical framework 
within the Finite Volume (FV) 
OpenFOAM C++ open-source 
library. The core of the research 
involves the development of 
numerical methods for free-
surface simulations of polymer 
mixing processes, integrating a 
multi-phase Volume of Fluid (VOF) 
interface-capturing approach 
with a non-conforming Immersed 

Boundary (IB) method (VOF-IB) 
to model two-phase flows of 
highly viscous polymer melts 
and air within partially filled 
complex, rotating mixing devices, 
without the need for traditional, 
computationally expensive mesh 
deformation. 
The VOF-IB solver is capable of 
handling moving contact lines 
where the interface intersects 
non-conforming boundaries 
representing screws or rotors. 
A significant contribution of 
the work is the treatment of 
the “contact line paradox”. 
This physical inconsistency 
occurs when a no-slip boundary 
condition is applied at the 
intersection of a fluid interface 
and a solid wall, theoretically 
leading to an infinite stress. 
To mitigate this, Navier-
slip boundary conditions are 
developed by introducing a non-
zero slip velocity proportional 
to the wall shear stress, that 
is also representative of the 
physical reality of polymer-
wall interactions. Validations 
against analytical solutions are 
successfully carried out for both 
conforming and IB Navier-slip 
formulations.
A severe limitation of standard 
OpenFOAM VOF solvers, including 
the newly implemented VOF-IB 
method, concerns the numerical 
instabilities arising when dealing 

Emilia Capuano - Supervisor: Nicola Parolini
Co-Supervisor: Marco Verani

with strong viscosity contrasts, as 
in the case of polymer melts and 
air, preventing to obtain reliable 
solutions within reasonable 
computational times. This is 
due to the prohibitive time-step 
restrictions deriving from the 
stability constraints imposed by 
the semi-implicit treatment of 
the viscous diffusion term of the 
momentum equation.
Therefore, a novel block-coupled 
scheme is introduced, providing 
a fully implicit treatment of the 
viscous term and leading to a 
coupled problem for the three 
velocity components to be solved 
simultaneously, differently 
from the segregated scheme 
characterizing the original 
OpenFOAM approach. This entails 
the solution of a larger linear 
system but, on the other hand, it 
allows to relax time-step stability 
constraints and, consequently, to 
reduce the total computational 
cost of two-phase simulations 
featuring strong viscosity 
differences between the two 
phases. Robust block-coupled 
(BC) variants of the two-phase 
solvers are obtained, denoted 
as BC-VOF for the conforming 
version and BC-VOF-IB for the 
immersed boundary one. 
The new block-coupled 
framework is first assessed 
through comparisons with 
analytical solutions and, 

afterwards, with a simple 
two-phase injection molding 
benchmark case involving a highly 
viscous material, comparing the 
enhanced performance, in terms 
of accuracy and computational 
costs, with respect to the 
segregated VOF solver. For 
instance, applying the BC-VOF 
method to the injection molding 
of a non-Newtonian high viscosity 
polyethylene for the dogbone 
benchmark case provides the 
computational gain reported in 
Table 1.
The BC-VOF-IB solver is then 
employed for relevant industrial 
applications, with realistic 
geometries and flow regimes, 
simulating free-surface flows 
inside continuous mixing devices, 
specifically using single-screw 
extruder and twin-screw extruder 
geometries, as well as batch 
mixing devices, such as the 
Banbury mixer. For illustrative 
purposes, Figure 1 shows the 
results obtained for the free-
surface simulation of a highly 
viscous polymeric material, 
whose non-Newtonian rheological 
law is calibrated on experimental 
data, inside a TSE geometry. The 
simulations performed for the 
aforementioned industrial cases 
provide reliable predictions of 
velocity and pressure fields that 
are in accordance with physical 
expectations, but due to the lack 
of experimental data, a proper 
quantitative validation has not 

been carried out yet.
While the current model 
considers isothermal, generalized 
Newtonian fluids, it establishes 
a robust foundation for future 
extensions, including thermal 
coupling and viscoelastic effects. 
Ultimately, the developed 
computational tools represent 
a significant advancement 
in bridging the gap between 
academic CFD research and 
the practical, high-stakes 
requirements of the polymer 
processing industry, providing 
a path toward a more efficient 
and predictive virtualization of 
industrial processes.

t = 2 s t = 4 s

t = 6 s t =  8 s

 Tab. 1 - Performance comparison between original VOF solver and new BC-VOF method for the injection 
molding simulation of polyethylene in a 3D domain composed of 60k computational cells, run on 4 
processors on the MOX HPC cluster.

Fig. 1 - Evolution of the free-surface of a 
polymeric material flowing inside a starve-
fed TSE rotating at 100 rpm, reported at four 
different time instants of the simulation.

METHOD MIN(ΔT) [S] AVG(ΔT) [S] MAX(ΔT) [S] CPU TIME
VOF 5.25 × 10-6 2.21 × 10-4 1.32 × 10-3 7 h
BC-VOF 1.19 × 10-3 3.86 × 10-3 6.25 × 10-3 16 min
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This thesis, conducted under the 
supervision of Prof. Alessandra 
Guglielmi and the co-supervision 
of Dr. Mario Beraha, develops 
Bayesian nonparametric methods 
for clustering structured 
data, where the classical 
exchangeability assumption 
is too restrictive. Clustering 
plays a central role in modern 
statistical analysis, enabling the 
discovery of latent structures 
and interpretable groupings 
within complex datasets. While 
Bayesian nonparametric models 
such as Dirichlet process 
mixtures provide a powerful and 
flexible framework for clustering 
exchangeable observations, 
many real-world applications 
involve data characterized by 
grouping, temporal, or covariate-
dependent structures that 
require more sophisticated 
formulations.

The thesis introduces three 
novel Bayesian nonparametric 
models that extend clustering to 
partially exchangeable, ordinal, 
and temporal settings, each 
overcoming key limitations of 
existing approaches in terms of 
model flexibility, interpretability, 
or computational scalability. 
The first model, based on 
the shot-noise Cox process, 
allows clustering across groups 
by letting group-specific 

BAYESIAN NONPARAMETRIC CLUSTERING FOR 
STRUCTURED DATA: METHODS AND APPLICATIONS

components concentrate around 
shared centers, thus promoting 
flexible information borrowing 
between groups. The second 
contribution presents a model for 
personalized treatment selection 
with ordinal outcomes, jointly 
performing patient clustering and 
biomarker selection in cancer 
studies. The third contribution 
proposes an autoregressive 
product partition model for 
temporal clustering, which 
induces dependence between 
partitions at nearby time points 
while remaining computationally 
efficient through parallelizable 
posterior inference.

Each model is equipped with 
a Markov chain Monte Carlo 
algorithm designed to ensure 
scalability and effective 
exploration of the partition 
space. Applications to galaxy 
data, clinical oncology, and air 
pollution monitoring illustrate 
the versatility and interpretability 
of the proposed approaches. 
Overall, the thesis advances 
the Bayesian nonparametric 
framework for clustering 
structured data by integrating 
methodological flexibility, 
computational efficiency, and 
applied relevance.

Alessandro Carminati - Supervisor: Alessandra Guglielmi
Co-Supervisor: Mario Beraha
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This thesis contributes to the 
fields of Spatial and Functional 
Statistics, with particular 
emphasis on the analysis of data 
defined over the aforementioned 
non-convex supports. These 
areas of statistics encompass 
a wide range of models and are 
the subject of a vast and very 
active body of literature. Within 
this framework, our work focuses 
specifically on nonparametric 
methods. The motivation for 
this choice lies in the fact that 
the parametric assumptions 
underlying most classical 
models, typically designed for 
data with regular and convex 
supports, are rarely satisfied in 
the complex settings considered 
here. In contrast, nonparametric 
approaches provide flexible, 
powerful, and effective statistical 
procedures, as we demonstrate 
through both simulations and 
applications.
This contribution is composed 
of two chapters, each related to 
a different statistical problem in 
this framework. The first chapter 
focuses on developing inference 
procedures for spatial regression 
models over non-convex 
multidimensional supports, 
while the second addresses 
the definition of a functional 
data depth over non-convex 
multidimensional supports. In the 
first chapter, we develop some 

NONPARAMETRIC METHOD FOR SPATIAL 
AND FUNCTIONAL DATA OVER NON-CONVEX 
MULTIDIMENSIONAL SUPPORTS

inference procedures for the 
linear and nonlinear parameters of 
a Spatial Regression with Partial 
Differential Equation (SR-PDE) 
regularization model. SR-PDE 
is a class of semiparametric 
regression models that are 
specifically designed for the 
analysis of spatial data with 
non-convex supports, allowing 
the inclusion of some possibly 
available prior information on 
the problem via a PDE-based 
regularization. Despite the 
presence of a large body of 
works on the topic, only a few 
of them propose uncertainty 
quantification methods for the 
parameters of these models. 
Moreover, most of these rely on 
parametric Wald-like tests for 
the purpose, an approach that is 
classical in the semiparametric 
regression setting but shows 
poor performance in the 
PDE-penalized models. We 
therefore aim to fill this gap 
by developing nonparametric 
inference procedures to 
quantify the uncertainty of the 
model parameters. Finally, we 
illustrate our method with an 
application to the analysis of 
Chlorophyll concentration in the 
Mediterranean Sea.
In the second part of this thesis, 
we focus on the topic of data 
depth for functional data over 
non-convex multidimensional 

supports. The problem of 
providing an inward-outward 
ordering of the functional 
data is of crucial importance 
for the extension of many 
robust statistics tools from the 
multivariate framework to the 
functional one. The notion of 
functional data depth, which 
allows a robust ranking of 
the data based on the data 
sample itself, fills this gap. This 
powerful statistical tool, besides 
providing a statistically sensible 
nonparametric ordering, may 
be applied to various important 
tasks, such as data visualization, 
outlier detection, classification, 
clustering and inference. Due to 
its complexity, functional data 
depth has been developed so far 
in the literature only for functional 
data defined over univariate or 
simple regular bidimensional 
domains. In our work, we provide 
instead a depth measure for 
functional data over a generic 
non-convex multidimensional 
domain, relaxing the stringent 
limitations that characterize the 
existing research. In addition, 
we do this by also considering 
functional data that are only 
partially observable and sparsely 
measured, therefore possibly 
being missing over large portions 
of the support. Examples of 
functional data to which our 
method may be applied are the 

Michele Cavazzutti - Supervisor: Laura M. Sangalli
Co-Supervisor: Eleonora Arnone

average temperatures measured 
over the globe, that is a non-
convex two-dimensional manifold 
embedded in a three-dimensional 
space, or partially observed 
functional data concerning 
Lake Victoria water surface 
temperatures in the period 1996-
2012. These examples motivate 
our methodology and are used to 
illustrate its efficacy in this work.
In the real world, the 
aforementioned functional and 
spatial data are not measured 
continuously but are instead 
available only in a discrete form. 
Consequently, both research 
problems analyzed in this 
thesis require an appropriate 
numerical representation to be 
implemented in practice. To this 
end, we employ triangulation-
based discretizations that 
accurately approximate the 
geometry of the domain while 
preserving its topological 
features. In the first part of the 
thesis, the domain is discretized 
through a Delaunay triangulation, 
and the corresponding estimation 
problem is solved using a finite 
element representation of 
the model parameters. In the 
second part, which concerns the 
functional data depth problem, 
we instead employ a Voronoi 
tessellation of the support, that 
is the dual geometric structure of 
a Delaunay triangulation. These 

approaches allow to naturally 
handle the challenging features 
of the non-convex supports of 
interest, leading to consistent and 
efficient methods.
In addition to the development 
of statistical methods, the 
results presented in this thesis 
also required an efficient 
implementation to be made 
available to the scientific 
community. Both the inference 
procedures and the depth 
measures share some technical 
difficulties related to the complex 
geometry of the data we want to 
analyze and the employment of 
nonparametric procedures, which 
are intrinsically computationally 
demanding. This, together with 
the large dimensionality of the 
problems in the multidimensional 
setting, could easily make the 
computational load unfeasible, 
which is one of the most 
important challenges for the 
existing methods in these fields. 
To make our work available to the 
public, we implemented all the 
methods proposed using R and 
C++, in the fdaPDE library. Our 
implementation is efficient and 
overcomes in performance the 
possible competitors, as we show 
through simulation studies in 
each Chapter.
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The numerical simulation 
of multi-physics processes 
in thin, ramified structures 
embedded in three-dimensional 
domains represents a major 
computational challenge 
across several scientific fields. 
A noteworthy example is the 
electrical treeing, which is one of 
the main causes of degradation 
of insulating components in 
the electric system of power 
networks. Treeing is an inner 
defect of dielectric materials, 
characterized by thin, branched, 
gas–filled channels propagating 
because of partial discharges, 
caused by strong electric fields. 
High–fidelity models describing 
this phenomenon consist of 
the coupling of electrostatic 
equations, defined in both the 
ramified gas and solid dielectric 
domains, describing the electric 
field and potential, and a system 
of equations modeling the 
density of different charged 
species in the tree. However, 
full three-dimensional (3D) 
simulations are computationally 
prohibitive due to the intricate 
geometry of the defect. Thus, 
in this thesis we develop a 
mixed-dimensional 3D–1D 
modeling framework for the 
electrical treeing, based on 
the approximation of the tree 
geometry as a one–dimensional 
(1D) graph embedded in a 

A MIXED-DIMENSIONAL MODEL OF THE ELECTRICAL 
TREEING

three–dimensional dielectric 
bulk, as displayed in Figure 1.

For the dimensional reduction 
we rely on a well-established 
technique, based on locally 
averaging the governing 
equations on cross-sections 
of the inner domain, while 
extending the external domain 
to the whole 3D bulk. However, 
the treeing problem introduces 
some technical challenges that 
are addressed with ad-hoc 
strategies. First, we need to 
keep track of the profile of the 
1D quantities on cross-sections 
of the gas domains, since the 
presence of charges produces 
a non-negligible transverse 
electric field, which in turn 
influences the distribution of 
charges on cross-sections. 
Moreover, the reduced model 
must satisfy the 3D interface 
condition, prescribing a jump 
in the normal component 
of the electric field. Finally, 

conservation of the charge 
concentrations must be ensured 
at junctions of the branched 1D 
domain, as well as their positivity 
and conservation of the total 
charge involved in the chemical 
reactions. 
In order to deal with these 
challenges, we rely on a modular 
approach: we decouple the 
electrostatic equations from 
the continuity equations for the 
charge densities, and separately 
reduce the two problems. 
After a separate analysis of 
the two reduced problems and 
the introduction of suitable 
numerical schemes for their 
solution, we couple them back 
together.
We start with the derivation of 
a 3D-1D reduced electrostatic 
problem in the two domains, 
resulting in a dual-primal 
formulation of a Poisson 
problem. The key aspect of this 
reduction is the assumption of 
constant charge distribution 
on cross-sections of the gas 
domain, leading to an explicit 
expression of the potential as 
a function of its value on the 
centerline of the gas domain. 
This formulation also allows a 
simpler treatment of the jump 
interface condition. We prove 
the existence and uniqueness 
of the solution to the resulting 
mixed-dimensional problem, and 
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Fig.1 - Geometry of an electrical treeing (in 
purple) arising from a sharp electrode at the 
top and immersed in a solid dielectric (in blue), 
approximated as a 1D graph.

introduce a numerical strategy 
for its approximate solution, 
based on mixed Finite Element 
Methods (FEM) on the 3D 
dielectric and 1D FEM on graph 
in the gas.
The second step is a topological 
reduction of the continuity 
equations for charged particles 
in the gas, resulting in a system 
of 1D PDEs. In this case we 
approximate the volume charge 
densities on cross-sections of 
the gas domain by their integral 
mean. We repeat this procedure 
also for surface charge 
concentrations on the interface 
between gas and dielectric, 
approximating them with their 
integral mean on the boundary of 
cross-sections.
To retrieve the information on 
the transverse electric field, 
that we lose with the discussed 
constant approximation, we 
derive Ordinary Differential 
Equations (ODEs) describing 
the evolution in time of two 
orthogonal components of 
the dipole moment. We also 
introduce a characterization of 
the electric field in the gas by the 
superimposition of the effects of 
volume charge concentrations, 
dipole moments and the external 
electric field, we analytically 
compute the transverse field 
produced by each of these 
effects on a cylindrical-shaped 

gas domain, and then extend 
the result to domains with 
ramifications.
For computational convenience 
and stability reasons, related 
to exponential growth of the 
solutions in the first phase of 
a partial discharge, we adopt a 
first-order operator-splitting 
technique with a semi-implicit 
time discretization. In particular, 
we split the equations describing 
the evolution of charge densities 
into advection-diffusion PDEs 
and ODEs for the chemical 
reactions. We first solve the 
ODEs for chemical reactions and 
dipole moments, followed by 
the time-dependent advection-
diffusion equations describing 
the movement of charges under 
the influence of the electric 
field. To ensure positivity of 
the discrete solution at each 
step, we adopted a Patankar-
type discretization for the ODEs 
and an implicit Finite Volumes 
(FV) discretization of the PDEs, 
while conservation of the total 
charge is provided by a semi-
implicit time discretization of 
the equations for surface charge 
concentrations.
The topology of 1D graphs 
introduces some complications 
in the space discretization: in 
particular, to deal with the non-
unique extension of functions 
defined on graph edges to the 

nodes we introduce a cell-
centered flux approximation 
and show that the properties of 
monotonicity and consistency 
of the considered FV schemes 
on 1D domains are preserved in 
presence of bifurcations.
Finally, in order to simulate the 
entire dynamics of a partial 
discharge, we couple the two 
problems with a predictor-
corrector scheme: in the 
predictor phase we solve the 1D 
charge problem at fixed electric 
field, to obtain an approximation 
of the charge concentrations at 
each time step, and then correct 
with the solution to the coupled 
electrostatic and drift-diffusion 
problem.
The results show that a 
reduction in computational 
cost is achieved by the reduced 
mixed-dimensional framework, 
while the essential physical 
features of the phenomenon are 
preserved both in the continuous 
and discrete case. This enables 
the simulation of the electrical 
treeing in configurations where 
fully resolved 3D discretizations 
would be infeasible, providing a 
new method for the study of the 
degradation of insulators.
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The increasing demand for high-
fidelity simulations in science 
and engineering has made the 
efficient solution of parameter-
dependent problems a central 
challenge in computational 
science.
This challenge is further amplified 
by the rise of machine learning 
surrogates for PDEs, which rely 
on extensive solution data across 
the parameter space. Generating 
such datasets requires repeated 
high-resolution PDE solves 
and becomes computationally 
prohibitive without efficient 
solvers and preconditioners. 
Advancements in solver 
technology are essential.
 
The thesis focuses on the 
numerical treatment of 3D-1D 
mixed-dimensional partial 
differential equations, a class 
of problems that capture the 
interaction between a three-
dimensional medium and 
embedded one-dimensional 
networks, such as channels, 
fibers, or vessels. As a 
consequence of the mixed 
dimensional coupling, the 
resulting algebraic systems 
exhibit a perturbed spectral 
structure that depends on both 
the geometry and the coupling 
parameters of the embedded 
domain. 

ACCELERATING SOLVERS FOR MIXED DIMENSIONAL 
PROBLEMS WITH NEURAL PRECONDITIONERS

To guarantee both efficiency 
and stability of the solution 
process, suitably designed 
preconditioning strategies 
are required. In particular, a 
proper preconditioner must 
preserve convergence properties 
uniformly across the problem 
parameter space. In 3D–1D 
mixed-dimensional PDEs, 
parametrization frequently 
originates from the geometry of 
the embedded lower-dimensional 
structures; this  introduces 
nonlinear and unstructured 
dependencies on the parameters. 
Such irregular, geometry-
driven variations undermine the 
smooth, analytic, or low-rank 
structures exploited by classical 
preconditioning strategies 
for parametrized PDEs. This 
breakdown in structural regularity 
is a key motivation for the 
developments presented in this 
thesis.
The main objective is the design 
of a Neural Preconditioner 
(NeP) that enables efficient 
and scalable solvers for graph-
parametrized 3D–1D mixed-
dimensional PDEs.
The aim is not only to accelerate 
existing solvers, but to reinterpret 
preconditioning as a learnable 
operator.  
This marks a conceptual shift 
from the traditional sequence of 
linear preconditioners—where 

each instance is tailored 
to a specific geometric 
configuration—to a single 
nonlinear operator which serves 
as a unified preconditioner over 
the entire parameter space.
In the thesis, two complementary 
unsupervised NeP training 
strategies are developed. The 
first strategy, referred to as static 
training, focuses on improving the 
operator’s conditioning. 
The guiding principle is that the 
spectral properties of a system 
rule the difficulty of its numerical 
solution: preconditioners aim 
to improve these properties 
by promoting spectral 
uniformity, thereby accelerating 
convergence.
This principle is reinterpreted 
through the lens of operator 
learning, where a neural network 
is trained to represent a 
transformation that, when applied 
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Fig.1 - Pictorial summary for the construction of 
the augmented training set.

to the system, improves its 
spectral characteristics. 
In this approach, the NeP 
parameters, are optimized to 
minimize the problem residual 
over a suitable subspace, 
defined by a data-augmentation 
procedure (Fig. 1), and identifying 
the problem spectral components 
that most hinder convergence.  
During optimization, performed 
on a representative subset 
of the parametric space, the 
preconditioner progressively 
improves the conditioning of 
the operator, thereby enhancing 
solver efficiency across different 
configurations.

The second strategy, the dynamic 
training, adopts a geometric 
perspective to preconditioning by 
directly coupling the optimization 
of the preconditioner with the 
convergence process of the 
Krylov solver. Here, the loss 
function is defined through the 
evolution of the angles, between 
the Krylov subspaces and the 
residual vectors of the NeP-
preconditioned solver; smaller 
subspace angles indicate a 
faster alignment of the search 
directions with the true solution 

space and are therefore closely 
linked to the solver’s convergence 
rate. Establishing a geometric 
feedback that links the NeP 
parameters to the solver’s 
performance (Fig. 2) allows the 
preconditioner to learn directly 
from the solver dynamics and 
adapt during training so as to 
achieve faster and more stable 
convergence.

Together, these two strategies 
form a hybrid static–dynamic 
framework that bridges operator 
theory and algorithmic learning.  
In this setting, the unsupervised 
training process becomes a form 
of preconditioner discovery, 
where learning is driven not by 
labeled data but by the intrinsic 
structure of the parametrized 
operator and the geometry of 
the iterative solver. Numerical 
experiments demonstrate that 
the learned preconditioner 
enhances the convergence 
of the Krylov solver across 
the parameter space and 
remains stable even as problem 
complexity grows—whether due 
to variations in graph topology, 
changes in discretization order, 
or enlargement of the 3D bulk 
domain. 

Building on the generalization 
capabilities observed in neural 
preconditioners for parametrized 
3D–1D problems, this thesis 
further investigates the use of 
neural surrogates within a Domain 
Decomposition (DD) framework, 
aiming to enhance the scalability 
of Reduced-Order Modeling 
(ROM) for graph-parametrized 
mixed-dimensional problems.
The goal is to design a 

fast numerical method for 
large-scale and multiscale 
problems characterized by 
complex coupling, for which 
the requirement of repeated 
parametric studies challenges 
the practicality of traditional 
monolithic solvers.
Here, local surrogate models are 
trained on subdomain-specific 
data and coupled through a 
domain decomposition algorithm, 
combining the scalability of DD 
with the adaptability of learning-
based reduction. In this setting, 
domain decomposition restricts 
computational complexity 
to smaller, independently 
solvable subdomains, while 
model reduction provides low-
dimensional approximations 
that accelerate the local 
computations. This synthesis 
of numerical locality and data-
driven generalization opens a 
path toward efficient and flexible 
reduced-order models for high-
dimensional, multiscale systems.

Fig.2 - NeP Dynamic Training schematization.
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Global air pollution constitutes one 
of the most critical environmental 
challenges, driving significant 
adverse consequences for human 
health, ecosystem integrity, 
and global climate dynamics. 
Among other pollutants, of 
particular concern are specific 
atmospheric constituents such 
as particulate matter (PM10 
and PM2.5), ground-level ozone 
(O3), and ammonia (NH3). These 
particles are strictly regulated 
for public health reasons, due to 
their strong persistence in the 
atmosphere and their extremely 
adverse environmental effects. 
The complex temporal and spatial 
dynamics of these pollutants, 
as well as their dependencies 
on human activities and 
meteorological variables, have 
been extensively investigated 
in recent years. Specifically, the 
development of increasingly 
complex statistical and 
computational methods provide 
novel and robust frameworks for 
understanding the air pollution 
phenomenon. More in general, 
the analysis of spatiotemporal 
data has become crucial in many 
different fields. These types 
of data involve observations 
that are associated to a spatial 
location and recorded at a fixed 
discretization of time. Allegedly, 
data associated to close spatial 
locations are more similar than 

ENHANCING DIAGNOSTIC TOOLS FOR REGIONAL 
AIR QUALITY MONITORING AND DECISION MAKING

those far apart. As a consequence, 
the data evolution over time is 
expected to be more alike when 
collected at proximal spatial 
locations. This assumption is 
particularly true when studying air 
pollution, since nearby locations 
will easily exchange volumes of 
air, resulting in similar levels of air 
pollution. This spatial dependence 
among neighboring sites, given 
their geographical coordinates, 
is formally addressed through 
suitable spatial covariance. On the 
other hand, temporal dependence 
can be captured by a variety of 
mod els for time series, which are 
frequently adapted from both the 
statistical and econometric fields.

This thesis focuses on advancing 
Bayesian spatiotemporal models 
for air pollution. Traditional 
statistical methods often fail 
to adequately capture complex 
spatiotemporal dependencies, 
whereas Bayesian methods, with 
their ability to integrate prior 
knowledge and handle flexible 
hierarchical
structures, offer an ideal 
solution. However, the Bayesian 
approach often requires heavier 
computations, resulting in 
higher computational time. In 
this thesis, we extend existing 
Bayesian models by incorporating 
advanced methods for multi-
layers complex dependencies, 

allowing for more accurate 
modeling of air pollution dynamics 
over time and space. Through 
the use of such models, we are 
able to provide robust estimates 
of pollution levels, predict future 
concentrations, and gain a 
deeper comprehension of the 
underlying environmental drivers. 
The specific environmental 
issues addressed in this thesis 
arise from the continuative and 
productive cooperation with 
ARPA Lombardia, the Regional 
Environmental Protection 
Agency of Lombardy. ARPA is 
responsible for collecting and 
analyzing data related to air 
quality and other environmental 
parameters in Lombardy. This 
helps in assessing the state of 
the environment and identifying 
potential issues that require 
attention. During the development 
of this thesis, I worked directly 
with the air operational unit of 
ARPA Lombardia. Coherently, the 
research presented here aims 
to provide ARPA with valuable 
statistical tools for informing 
environmental decision-making 
and evaluating the efficacy of 
mitigation measures in reducing 
pollution levels.

In this thesis, we develop 
Bayesian models for air pollution, 
incorporating both spatial 
dependencies and temporal 
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dynamics. Air pollutants tend 
to exhibit spatially correlated 
patterns due to factors such as 
atmospheric transport, local 
emissions, and topography. In this 
work we provide spatiotemporal 
models that are not only 
scientifically accurate, but also 
relevant for policy-making, 
particularly in the context of 
regional environmental regulation. 
One of the primary objectives 
of this work is to understand 
the evolution of pollutants 
concentrations over time and 
space. 
Toward this aim, Chapter 1 
presents a systematic evaluation 
of various modeling approaches, 
with the goal of determining the 
optimal statistical framework 
for analyzing PM10 pollution in 
Lombardy. This study evaluates 
both the predictive accuracy 
of the specified models and 
the estimation of the effects 
of external covariates on fine 
dust concentrations. We focus 
specifically on the interpretation 
of the meteorological and 
agricultural factors on the level 
of PM10, to investigate possible 
patterns in the concentration of 
this pollutant. The thesis proposes 
also new statistical frameworks 
that can be used to evaluate the 
effectiveness of government 
interventions aimed at reducing 
harmful farming-related 
pollutants, such as ammonia. 
In Chapter 2, using causal 
inference techniques within 
the Bayesian framework, our 
research explores how agricultural 
regulations have impacted 
NH3 emissions. By providing a 
rigorous method for estimating 
causal effects, this work offers 

a statistical foundation for 
assessing the success of policies 
designed to mitigate pollution and 
improve air quality. 
Furthermore, in Chapter 3, we 
study the trend of occurrences 
of dangerous O3 levels, a key 
aspect of air quality monitoring 
in Europe. Ground-level ozone 
is a harmful pollutant that forms 
in the presence of sunlight 
and precursor gases, and its 
concentrations are heavily 
regulated under EU air quality 
standards. By developing a 
model for the number of ozone 
exceedances, this work evaluates 
the trends in the occurrence of 
dangerous O3 concentrations 
over time. We do so modeling 
the occurrence of extreme O3 
concentrations in response 
to specific meteorological 
conditions, regulatory measures 
and other environmental factors. 
The ability to model and estimate 
these trends offers crucial 
insights into the effectiveness 
of air quality regulations and 
provides evidence for continued 
progress towards achieving 
cleaner air. 
In Chapter 4, we introduce a latent 
factor model for functional data, 
applied to the identification of 
major sources of fine particulate 
matter (PM2.5). This work was 
developed in collaboration with 
professor V. J. Berrocal, who 
contributed to this research 
during my PhD visiting period at 
University of California Irvine (UCI). 
The statistical methods for source 
apportionment proposed here are 
hence applied to air quality data 
coming from the Environmental 
Protection Agency (EPA) of 
United States. Fine particulate 

matter originates from a variety 
of sources, including vehicular 
emissions, industrial activities, 
and natural processes such as 
wildfires. Our latent factor model 
enables the decomposition 
of complex, high dimensional 
data into underlying functional 
profiles, which can then be linked 
to specific pollution sources. 
This methodology is particularly 
useful for understanding the 
contributions of different sources 
to the overall PM2.5 levels. Here, 
we provide a novel source 
apportionment model in a fully 
Bayesian setting, allowing for the 
incorporation of prior knowledge 
and the quantification of 
uncertainty for all the parameters 
of interest. 
Finally, the goal of this thesis is 
to provide coherent and effective 
methodological tools that 
synthesize statistical modeling 
with informed environmental 
decision-making. Thanks to 
the flexibility and uncertainty 
quantification of the Bayesian 
statistical framework, this 
thesis contributes to a more 
comprehensive understanding 
of air pollution dynamics and 
the rigorous evaluation of 
interventions designed to enhance 
air quality in Lombardy. Beyond 
their immediate utility for policy-
makers, the models developed 
in this thesis open interesting 
perspective for research in the 
field of environmental statistics, 
providing deeper understanding 
of the complex interdependencies 
among pollution, emission 
sources, and their ultimate effects 
on human and ecological health. 
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Many real–world phenomena are 
recorded as events occurring at 
specific locations and times on non–
standard spatial domains, such as 
irregular planar regions, curved 
surfaces, and linear networks. 
These domains arise in practical 
applications: epidemiological data 
may be observed over administrative 
regions with complex boundaries, 
seismic events occur on the Earth’s 
surface, and traffic accidents are 
constrained to road networks. Such 
data are naturally represented as 
spatio–temporal point patterns, 
i.e., collections of location–time 
pairs describing where and when 
the events occur. The irregular 
shape and geometry of the spatial 
domain may play an active role in the 
evolution of the phenomenon under 
study. For instance, disease spread 
may be influenced by geographical 
boundaries, while road accidents are 
constrained by the topology of road 
networks. Consequently, the analysis 
may require the use of a metric 
consistent with the underlying 
spatial structure. Moreover, these 
data often exhibit highly anisotropic 
and non–stationary behavior 
that must be properly modeled; 
earthquake data provide a typical 
example.

Understanding the mechanisms 
underlying the spatio–temporal 
distribution of point patterns calls 

STATISTICAL LEARNING FOR SPATIO–TEMPORAL POINT 
PROCESSES ON NON–STANDARD SPATIAL DOMAINS

for advanced models capable of 
estimating how the probability 
of observing events varies jointly 
across space and time. From a 
statistical perspective, this task 
corresponds to estimating the 
unknown intensity function, which 
characterizes the first–order 
structure of the underlying point 
process, namely the stochastic 
mechanism generating the observed 
data. The intensity represents the 
expected number of events per unit 
of space and time. Equivalently, 
the estimation problem can be 
formulated in terms of density 
functions obtained by normalizing 
the intensity over the spatio–
temporal domain of interest.

This doctoral dissertation 
develops novel statistical learning 
methodologies for the analysis of 
spatio–temporal point patterns 
modeled as realizations of Non–
Homogeneous Poisson point 
Processes (NHPPs). The aim is 
to design a unified, flexible, and 
theoretically grounded framework 
for density and intensity estimation 
of NHPPs, capable of handling 
different types of spatial domains 
while simultaneously describing 
temporal dynamics. The proposed 
approach builds on classical non–
parametric density estimation 
methods based on roughness 
penalties, originally developed 

for simple Euclidean domains, 
while incorporating the temporal 
dimension through approaches 
inspired by penalized methods for 
spatio–temporal regression.

The non–parametric model adopts 
a penalized maximum likelihood 
approach. Density and intensity 
estimators are obtained as 
minimizers of the penalized negative 
log–likelihood associated with the 
NHPP. The log–likelihood term 
ensures adherence to the observed 
data, while the regularization term 
introduces roughness penalties 
based on second–order differential 
operators to enforce smoothness 
and avoid degenerate solutions. 
Smoothing parameters balance the 
bias–variance trade–off between 
model fit and regularization and are 
selected via 10–fold cross–validation.

This formulation allows the model 
to capture complex spatial and 
temporal variation while avoiding 
restrictive assumptions, such 
as first–order spatio–temporal 
separability, which would lead to 
overly simplistic representations 
and neglect potential interactions 
between space and time. By 
allowing non–separable structures, 
the methodology can describe 
phenomena in which spatial patterns 
evolve dynamically over time without 
requiring independence between 
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spatial and temporal components.

From a theoretical perspective, the 
thesis establishes key mathematical 
properties. First, the equivalence 
between density and intensity 
estimation problems is established 
within the NHPP framework. To 
derive the desired theoretical 
properties, a suitable function 
space is defined. This space is a 
time–dependent Sobolev space 
subject to homogeneous Neumann 
conditions at the boundary of the 
spatial domain and a null velocity 
condition at the beginning and at 
the end of the time interval. Within 
this functional framework, the 
well–posedness of the considered 
estimation problem is formalized 
into the existence and uniqueness 
of a minimizer for the penalized 
negative log–likelihood. The proof 
leverages the continuity and strict 
convexity of the unpenalized 
functional. Asymptotic consistency 
of the proposed estimator is proved 
under standard regularity conditions 
with respect to the symmetrized 
Kullback–Leibler divergence. This 
divergence controls other distances 
commonly used for density 
functions, including total variation 
and Hellinger distances.

The infinite–dimensional estimation 
problem lacks a closed–form 
analytical solution. Hence, a 
numerical approximation must 
be computed. To achieve this, a 
suitable discretization procedure 
is developed based on the finite 
element method in space and 
cubic B–splines in time. This 
numerical strategy naturally 
adapts to complex geometries and 
irregular boundaries. The resulting 
optimization problem is solved 

using efficient iterative algorithms, 
ensuring computational feasibility 
even for large datasets. Procedures 
for initializing the optimization 
algorithm and for constructing 
uncertainty quantification tools, 
such as confidence bands, are also 
developed.

The methodology is validated 
through extensive simulation 
studies involving multimodal, 
localized, and time–varying signals. 
Results show that the proposed 
approach accurately reconstructs 
spatio–temporal density functions 
and performs competitively with 
existing methods, even in scenarios 
characterized by complex non–
separable behavior over time. 
Several real–world applications 
further illustrate the practical 
relevance of the framework. In 
epidemiology, the method is applied 
to gastrointestinal infection cases 
recorded in Hampshire County, 
United Kingdom. In seismology, 
the method estimates the evolving 
distribution of large earthquakes on 
the Earth’s surface.

The modeling framework is 
extended to accommodate linear 
networks as spatial support, where 
events are constrained to occur 
along edges of an undirected 
graph embedded in a plane. 
Linear networks introduce a 
fundamentally different geometric 
and topological structure compared 
to planar or surface domains. 
In such settings, Euclidean 
distances are inappropriate, and 
the geometry of the network 
must be explicitly incorporated. 
To this end, the methodology 
integrates differential operators 
and finite element discretizations 

defined directly on the network 
structure. These aspects directly 
affect both the formulation of 
the regularization term and its 
numerical implementation, thereby 
requiring non–trivial modifications 
of the original framework. Each 
edge is equipped with a linear 
reparameterization map, allowing 
derivatives and integrals to be 
defined edge–wise and combined 
globally. The extension of the 
theoretical properties and the 
estimation procedure to this context 
requires advanced mathematical 
concepts from quantum graph and 
metric graph theory.

Simulation studies validate the 
method across various settings, 
consistently showing better 
performance compared to existing 
approaches both in terms of 
computational efficiency and 
estimation accuracy. The method 
is also applied to the study of road 
accidents in the municipality of 
Bergamo, Italy, where events occur 
along a large road network and 
display strong temporal variation 
depending on traffic patterns and 
daily mobility.

Finally, to facilitate the practical 
use of the proposed methodology, 
the thesis presents a software 
implementation within the fdaPDE 
library. The implementation 
combines efficient C++ numerical 
routines with an R interface, allowing 
users to construct spatial domains, 
manage point pattern data, 
compute spatio–temporal density 
or intensity estimates, and visualize 
model outputs. A hands–on tutorial 
illustrates the application of the 
methodology to real–world datasets.
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Exchange interaction is a 
fundamental mechanism behind 
long-range order in solid-state 
systems. It originates from the 
indistinguishability of quantum 
particles and is mathematically 
related to the requirement that 
the Hamiltonian of N identical 
particles be invariant under 
particle permutations. This 
symmetry constraint implies 
that the admissible states of 
the system must be symmetric 
or antisymmetric in the Hilbert 
space. The corresponding 
symmetrization affects both the 
spatial degrees of freedom and 
the spin degrees of freedom, the 
latter being a purely quantum 
property.
The type of long-range order 
displayed by a system depends 
on which permutation symmetry 
is favoured by the exchange 
interaction, namely on which 
ground state is selected by the 
Hamiltonian. A paradigmatic 
example is ferromagnetism, 
where the magnetic moments 
associated with spin tend to 
align along a common direction. 
Among the models used to 
study this phenomenon, the 
spin- Quantum Heisenberg 
Model is particularly relevant for 
real magnetic systems such as 
ferromagnets.
A major open problem in 
mathematical physics is the 

CLASSICAL LIMIT OF THE FERROMAGNETIC 
HEISENBERG MODEL

proof of long-range order 
for the three-dimensional 
ferromagnetic Quantum 
Heisenberg Model at low 
temperature. In contrast, 
long-range order has already 
been established for the 
antiferromagnetic Quantum 
Heisenberg Model and for 
the classical Heisenberg 
model by reflection-positivity 
techniques. A heuristic but 
very influential description of 
the ferromagnetic model is 
provided by spin-wave theory. 
In this picture, the low-energy 
excitations are spin waves, 
namely coherent distributions 
of a single reversed spin over 
many otherwise aligned spins in 
the lattice. These excitations are 
eigenstates of the Heisenberg 
Hamiltonian and obey Bose 
statistics.
Bloch’s spin-wave theory, also 
called linear theory, retains 
only the free spin-wave 
contribution to the Hamiltonian 
and gives a low-temperature 
thermodynamic description that 
is consistent with experiments. 
For this reason it is widely 
accepted in physics. However, 
its full mathematical justification 
is still missing. Present 
methods in many-body theory 
are not yet sufficient to prove 
spontaneous symmetry breaking 
in the ferromagnetic Quantum 

Heisenberg Model and the exact 
validity of spin-wave theory. A 
more accessible problem is the 
thermodynamic justification of 
spin-wave theory, at least in the 
large-spin regime S→∞. This 
regime has already been studied 
for the free energy and for the 
low-temperature behavior of the 
ferromagnetic model.
My research aims at a deeper 
understanding of the limit S→∞ 
and at its reformulation as a 
suitable semiclassical limit.
For this reason, I focused on 
the large-spin regime with 
temperature T scaling as S 2, 
rather than as S. This scaling 
leads to a classical limit, where 
the quantum spin observables 
are replaced by classical vector-
valued functions, although spin 
itself has no genuine classical 
counterpart. Earlier works 
obtained this limit through 
Bloch coherent states on the 
spin Hilbert space and also 
considered the thermodynamic 
limit. Those coherent states 
suggest a semiclassical analysis 
on the sphere. Instead, I used 
quantization techniques on 
Cn together with the Holstein-
Primakoff representation, which 
maps the spin system into a 
bosonic Fock-space framework.
Within this setting, I proved the 
existence of the high-spin limit 
for the finite-volume free energy 

Filippo Perani - Supervisor: Michele Correggi

of the bosonic Heisenberg 
model. I then identified a 
relation between this bosonic 
representation and the Bloch-
sphere formulation. In particular, 
the single-spin phase space 
arising in our approach is a flat 
closed ball of radius 2 in C, and 
a suitable change of variables 
in the limiting free-energy 
integral maps it to the spin 
phase space S 2. This reveals 
a geometric correspondence 
between the two descriptions. 
Furthermore, I extended the 
result to the framework of the 
thermodynamic limit.
A further result confirms the 
robustness of this geometric 
structure. I proved that, in the 
bosonic framework, the large-
spin limit of the Bloch coherent 
state Ω, with Ω=(θ,φ), 0≤θ≤π, 
0≤φ≤2π converges to a Dirac 
measure centered at the 
projection onto the radius-2 disk 
of the point of S2 with angular 
coordinates θ and φ. In the 
limit, the Bloch coherent state 
can therefore be interpreted 
as the standard coherent state 
centered at that projection 
point. These results also 
clarify the large-spin behavior 
of the so-called kinematic 
interaction of the Heisenberg 
model, namely the interaction 
generated by the existence of 
a maximal spin value. In the 

limit, this interaction truncates 
C to the radius-2 disk, which 
becomes the classical phase 
space of the spin in the bosonic 
representation considered here.
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Modern agriculture faces 
significant environmental 
and production challenges, 
necessitating solutions 
prioritizing resource efficiency, 
sustainability, and material 
innovation. Soilless agriculture, 
which relies on growing 
plants without traditional soil, 
represents a promising avenue 
to address these challenges. 
This work focuses on the 
design of cellular materials, 
proposing an integrated 
approach for the definition, 
modeling, and fabrication 
of innovative substrates for 
soilless cultivation systems. 
From a modeling standpoint, the 
research is based on the inverse 
homogenization technique, 
an established paradigm in 
material design, employed to 
engineer the microstructure of 

ADVANCED MODELS AND METHODS FOR THE DESIGN AND 
THE OPTIMIZATION OF SOILLESS GROWING MEDIA

lattice materials with targeted 
macroscopic properties. 
Within this framework, the 
thesis leverages topology 
optimization to design porous 
structures tailored for specific 
applications, aiming to balance 
mechanical performance and 
fluid transport properties in 
soilless cultivation systems. 
The numerical resolution of the 
inverse homogenization topology 
optimization problem is entrusted 
to the microSIMPATY algorithm, 
the evolution of the SIMPATY 
algorithm for material design that 
incorporates anisotropic mesh 
adaptation into the optimization 
process, i.e., the SIMP method. 
This technique aligns the 
discretization with material/void 
interfaces, improving geometric 
resolution and reducing 
computational costs. The thesis 

extends the microSIMPATY 
algorithm to 3D settings, 
addressing multiphysics problems 
involving both elastic and fluid 
behaviors. A novel metric-based 
mesh adaptation algorithm is also 
introduced, capable of handling 
periodic boundary conditions 
in 3D domains. The proposed 
computational pipeline is applied 
to the design of scaffolds for 
soilless cultivation, aiming to 
replace high-impact traditional 
substrates with printable 
structures, obtaining scaffolds 
with controlled stiffness and 
permeability properties. Finally, 
the thesis explores active 
metamaterials with tunable 
permeability under external 
stimuli, opening new perspectives 
for advanced manufacturing and 
precision agriculture.

Giacomo Speroni – Supervisor: Simona Perotto
Co-Supervisors: Matteo Matteucci, Nicola Ferro

Fig.1 - Schematic representation of the proposed design pipeline: (a) optimized microstructure tailored for specific soilless macroscopic properties, (b) lattice 
structure resembling a rhizotron, serving as a growing media, (c) distribution of the roots inside the developed material.

(a) (b) (c)
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Fluid dynamics applications 
play a crucial role in many real-
world scenarios, as for instance 
industrial engineering and 
biomedical applications. From a 
mathematical standpoint, these 
phenomena are modeled by the 
Navier–Stokes equations, whose 
solution can be computationally 
prohibitive in many realistic 
settings. As a result, considerable 
effort has been devoted to 
reducing the computational cost 
of solving the Navier-Stokes 
equations without compromising 
accuracy. In this regard, the 
present thesis advances two 
innovative mathematical 
strategies, namely Hierarchical 
Model (HiMod) reduction and 
mesh adaptation.
As a first mathematical tool, 
we extend the HiMod reduction 
by providing new theoretical 
results and applications. HiMod 
reduction is a mathematical 
technique that reduces the full-
order model to a set of coupled 
one-dimensional equations 
through a separation of variables 
approach, by addressing 
differently the leading and the 
transverse dynamics, using a 
Finite Element or IsoGeometric 
discretization (HIGAMod) and a 
modal expansion, respectively.
Specifically, we establish the 
inf-sup condition for the HiMod 
discretization of the Stokes 

ADVANCED MATHEMATICAL MODELS AND METHODS FOR THE 
INCOMPRESSIBLE NAVIER-STOKES EQUATIONS: TOWARDS HIGH 
REYNOLDS NUMBER REGIMES AND REALISTIC APPLICATIONS

problem, which leads to introduce 
an explicit requirement on the 
number of modal unknowns for 
the velocity and the pressure, 
respectively. After the successful 
extension of the HiMod/HIGAMod 
MATLAB library to include most 
capabilities required for fluid 
dynamics applications - namely, 
advection-diffusion reaction 
problem, Stokes problem and 
Navier-Stokes problem - we 
asses the methodology to a 
biomedical realistic scenario. 
Specifically, we address two 
patient-specific hemodynamics 
configurations: a coronary 
artery stenosis and an abdominal 
aortic aneurysm. The obtained 
results validate HiMod/HIGAMod 
as a viable tool for practical 
applications. As a second 
possible solution to efficiently 
solve the Navier-Stokes equation, 
we designed a spatial anisotropic 
mesh adaptation strategy in a 
2D setting, targeting problems 
at high Reynolds numbers. The 
anisotropic adaptation of the 
spatial domain is driven by a 
recovery-based error estimator, 
namely an estimator relying on 
the recovered gradient error 
of a quantity of interest for 
the problem. This approach 
already yields a 46 % reduction 
in the CPU time associated 
with the methodology. To 
further improve computational 

efficiency, we also implement 
the temporal counterpart of the 
error estimator, which adapts 
the time-step size according 
to the features of the problem 
dynamics. We develop an 
algorithm coupling the two 
adaptive strategies and apply 
it to the VMS-Smagorinsky 
modeling for high Reynolds 
number flows. The proposed 
technique is validated on two 
benchmark problems to quantify 
the effectiveness of the proposed 
methodology. By jointly adapting 
the spatial mesh and the time 
step, the methodology achieves 
a substantial reduction in the 
computational cost, reaching a 
98 % decrease in CPU time for the 
numerical solution.

Erika Temellini – Supervisor: Simona Perotto
Co-Supervisors: Francesco Ballarin, Tomás Chacón Rebollo

Fig.1 -Mathematical methods and principal 
applications addressed in this work: ace-
time anisotropic mesh adptation for a fluidic 
oscillator (top-left) and for the transient lid-
driven cavity flow at Re= 20000 (bottom-right); 
hierarchical model order reduction applied to an 
abdominal aortic aneurysm (pressure field, top-
right) and to a stenotic coronary artery (velocity 
field, bottom-left).
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Digital twins are virtual replicas of 
real-world entities continuously 
updated by data and represent 
an emerging paradigm for 
personalized medicine. 
Cardiocirculatory digital twins 
integrate patient-specific data 
with cardiocirculatory models 
to improve diagnosis, treatment 
and understanding of diseases. 
Efficient calibration procedures 
to personalize cardiocirculatory 
models enable the continuous 
update of digital twins by solving 
inverse problems and estimating 
model parameters matching 
model outputs to data. I develop 
cardiocirculatory models 
accurately representing different 
cardiovascular pathologies 
and design efficient calibration 
procedures. The choice of the 
cardiocirculatory model depends 
on both the available clinical 
data and the intended clinical 
application. Cardiocirculatory 
models range from simple, 
low-cost formulations to more 
complex, computationally 
demanding ones that offer greater 
physiological detail. As the cost 
of solving inverse problems 
depends on the computational 
demand of model simulations, 
low cost cardiocirculatory 
models are particularly suitable 
for personalization. I develop 
different time-dependent, low 
cost cardiocirculatory models 

PATIENT-SPECIFIC CARDIOCIRCULATORY MODELS BY THE 
SOLUTION OF INVERSE PROBLEMS AND UNCERTAINTY 
QUANTIFICATION

for various circulatory and 
congenital diseases, showing 
their potential to describe the 
cardiovascular system and its 
pathologies. I personalize these 
models according to clinical data 
for septal defects and Covid-
19 related pneumonia, by using 
a gradient-based optimization 
algorithm, and provide deep 
understanding of hemodynamics 
alterations. Despite the 
reduced computational cost, 
models depending only on 
time lack spatial description 
of the cardiovascular system. 
Therefore, when the clinical 
application requires spatial 
information, I switch to a full 
heart electromechanical model, 

depending on both space 
and time and encompassing 
fiber architecture, electrical 
propagation, ionic dynamics, 
active force generation, 
mechanics and circulation. 
Due to its time and spatial 
dependence, the full heart 
electromechanical model entails 
a high computational cost, which I 
reduce by nearly half by modifying 
the electrical propagation 
submodels and optimizing the 
mechanics solver. Despite this 
improvement, the calibration 
of such a detailed model with 
classical methods remains 
computationally prohibitive. To 
achieve efficient personalization, I 
employ uncertainty quantification 

Andrea Tonini – Supervisor: Luca Dedè
Co-Supervisor: Alfio Quarteroni

Fig.1 - Schematic representation of the digital twin framework for the cardiovascular system. The physical 
twin corresponds to the cardiovascular system of a real patient. The digital twin consists of a replica of 
a patient’s cardiocirculatory function, built through a cardiocirculatory model, that continuously updates 
itself by assimilating clinical data through a calibration procedure and provides valuable clinical insights 
into the patient’s condition. These insights can then be interpreted by a physician to provide feedback 
(e.g., treatment or diagnosis) from the digital twin to the physical one. The digital twin feedback must be 
generated and delivered to the physical twin in real-time for clinical practice.

variational autoencoders, a 
class of neural networks, to 
solve Bayesian inverse problems 
in real-time and account for 
noisy observational data, such 
as clinical ones. I improve 
the accuracy of uncertainty 
quantification variational 
autoencoders in estimating model 
parameters and their associated 
uncertainties and successfully 

apply this approach to time-
dependent cardiocirculatory 
models for systemic 
hypertension and ventricular 
septal defect. Altogether, 
these results show how 
personalized cardiocirculatory 
models, calibrated with 
efficient neural network-
based calibration strategies, 
constitute a fundamental step 

toward the development of 
cardiocirculatory digital twins 
for clinical applications and 
represent key tools for advancing 
the understanding of clinical 
conditions.

Fig.2 - Updated 3D-0D full heart electromechanical model, with the detail of the core submodels.

Fig.3 - Scheme of the uncertainty quantification variational autoencoder. The observational data y ∈ RO 

is passed to the encoder that computes the parameters μ ∈ RD and their uncertainty C ∈ RD×D. Finally, the 
image through the decoder ψ of the inputs μ and θC:,k+μ, for k = 1, …, D is computed to train the neural 
network.


